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The near-term impact of Al on disinformation

Executive summary

It is rightly concerning to many around the world that Al-enabled disinformation could
represent one of the greatest global risks we face [59]. At the same time, others disagree,
instead arguing that such concerns are “overblown” [45] and lacking in evidence [60].

In this report, we aim to clarify this debate by providing a more nuanced picture of how
different disinformation threat actors are likely to gain uplifts in capability by using the
latest generation of Al models and services. We do so by drawing on a range of evidence
[1-75] and expert opinion to establish ten key findings, and set out recommendations for
the UK government.

Key findings

1. Al will likely lead to uplifts for multiple disinformation threat actors and threat
capabilities, with the biggest uplifts for low-resourced actors rather than highly
capable states.

2. As Al reduces costs of content production, it will likely make the business of
disinformation more cost-effective, leading to a greater number of actors
engaging in more diverse contexts, such as finance.

3. For low-resourced actors, Al offers the significant uplift of enabling actors to
create cheap multimedia content for the first time, such as videos and cartoons,
and experiment with new messaging and techniques.

4. For high-resourced actors (e.g. states), there will be some uplifts in their ability to
create content at lower cost, and some new tools such as deepfakes, but this
only adds a few new tools to an already very large toolbox.

5. Al will enable new disinformation techniques, such as audio deepfakes and
chatbots, but due to their novelty their impact remains unproven.

6. ltis likely that Al will aid threat actors’ ability to understand their audiences and
how social media platforms moderate content (i.e. the ‘attack surface’), because
they can post cheap content to test how audiences and companies respond.

7. ltis highly likely that disseminating content to desired audiences will remain a
key bottleneck for threat actors, though it is possible that threat actors will
address this bottleneck with Al-driven bots.

8. lItis a realistic possibility that Al will increase the persuasiveness of content with
hyper-tailoring for precise audiences, and even for specific individuals, though
the evidence for this is still emerging.

9. ltis likely that Al will enhance personalised harassment of public figures for
political goals, which will highly likely disproportionately target women.

10. Al will likely further undermine public confidence in information and democracy, a
‘social fissure’ that can be exploited by all threat actors to achieve their goals.

https://www.longtermresilience.org/
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Key recommendations

We recommend that the UK Government take the following steps to mitigate the likely
uplifts we have identified.

1. Target threat actors where they are most vulnerable

e Develop mitigations that restrict threat actors’ dissemination channels,
such as their use of advertising technologies (e.g. Facebook ads), as this
is a limited resource where threat actors can be ‘choked’. We provide
suggestions for what mitigations may be most successful.

e |ead the coordination of international standards to prevent the misuse of
commercial Al tools, which are the cheapest and often most attractive
type of Al tool for threat actors.? It is therefore urgent that standards for
commercial Al tools are developed, e.g. to prevent the generation of
malicious deepfakes of politicians during elections.

2. Support defensive actors to tackle disinformation

e Convene UK businesses that detect and disrupt disinformation
operations to nurture this market. DSIT should build on its success with
the Safety Tech Innovation Network and identify opportunities to support
this market’s growth (e.g. with challenge funds), and facilitate threat
insights being shared with government and social media companies.

e Convene the full spectrum of defensive actors (those able to mitigate the
disinformation threat) and coordinate mitigations when a new threat is
identified (e.g. a new model with highly persuasive capabilities is
launched). Defensive actors are likely to include Al companies, social
media platforms, counter-disinformation services and Government
departments. This coordination function should identify appropriate
mitigations so that DSIT has a full picture of the threat mitigation.

3. Build capacity to monitor how this threat continues to evolve

e Create a horizon-scanning function in the Department for Science,
Innovation and Technology (DSIT) to identify new Al capabilities that
could enhance threat actors. This function should monitor events such as
product announcements (e.g. OpenAl’s upcoming ‘VoiceEngine’) and
incidents (e.g. the use of deepfakes to target UK audiences by foreign
states), and assess their impact on threat actors (as done in this report).

e Commission further research to understand how Al is likely to alter the
disinformation threat in future, particularly on:

2 Compared with finetuning open source foundation models, which requires technical talent
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a. the persuasiveness of Al models, as this represents a potential
significant uplift for which there is a growing evidence base;

b. the effect of LLMs on ‘disinformation-for-hire’ businesses,
particularly through lowering costs and therefore the barrier to
entry to this market;

c. the UK public’s perception of Al's impact on democracy and the

public sphere, including on their confidence in their own and
others’ ability to make informed judgements.

https://www.longtermresilience.org/
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Background

It is rightly concerning to many around the world that Al could supercharge the disinformation
threat [59], whether that’s through the intuitively alarming risk of deepfakes, or more subtle
operational uplifts in state actors’ capabilities.?

However, others have argued that such concerns are “overblown” [45, 35] and lacking in
evidence [60] and in danger of overhyping the threat and therefore making it worse [75].

This report aims to clarify this debate for policymakers by assessing how the latest generation
of Al is likely provide an uplift* to different disinformation threat actors across a range of
capabilities, offering a deliberately broad view of Al's potential impacts on the threat.

Rather than try to resolve the question of whether and how Al-enabled disinformation will
affect UK audiences, this report assesses evidence of how the latest generation of Al is likely
to enable different types of threat actors, from lone individuals to highly capable states.

The findings are intended to inform policies that seek to mitigate this Al misuse risk — such as
restrictions on the open release of highly capable foundation models or other mitigations — by
enabling a more granular analysis of how mitigations may affect actors and their capabilities.

We establish findings by drawing on peer reviewed and grey literature® [1 - 75], and interviews
with experts®. We model our analysis on the UK’s National Cyber Security Centre (NCSC)
assessment of the near-term impact of Al on the cyber threat. Following the NCSC, we use
probabilistic language to communicate the likelihood of different capability uplifts for a range
of actors according to the Professional Head of Intelligence Assessment (PHIA) probability
yardstick.’

We begin by setting out the scope and our methods for the report, and then our ten key
findings on the near term (1-2 year) uplifts for threat actors from Al and more uncertain
assessments of the medium term (3-5 years), and close with our recommendations for the UK
Government to address this threat.

® We define disinformation as “false, misleading or manipulated content presented as fact that is

intended to deceive or harm” [64]. The scope of this report is limited to disinformation, to focus on the

motivations and methods of deliberate activities, rather than misinformation where actors spread false

content unintentionally

4 By ‘uplift’ we refer to the marginal gain in capability provided to actors by today’s frontier Al

5 Credible non peer-reviewed sources, such as research from civil society and journalistic investigations
5 See acknowledgements for individuals that were interviewed as part of this research; all errors are the
author’s own.

7 See Annex C for more details

https://www.longtermresilience.org/
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Scope and method
Scope

We define disinformation as “false, misleading or manipulated content presented as fact that
is intended to deceive or harm” [64], understanding its potential impact to be on both
individuals’ beliefs and behaviours, and also on broader systems such as public discourse
(e.g. polarisation) and civic processes (e.g. electoral interference).

In this threat assessment, we take a deliberately broad view of actors, activities and types of
content that could be within scope of this threat. The basis for this is our goal to indicate
trends and changes that will be relevant for a wide understanding of Al-enabled
disinformation, to help various actors develop a more nuanced and complete understanding
of this threat.

By doing so, we aim to address the limitations of existing studies that take a narrower view of
Al-enabled disinformation; for example, reviewing the use of Al by a single threat actor [e.g.
57]. This is because a narrower analysis may neglect significant uplifts for different actors or
use cases, whereas we seek to provide a more complete overview of the threat.

Types of impact

This threat assessment focuses on the likely impact of the latest generation of Al on threat
actors, not its impact on audiences. This means this report does not provide a view on the
highly contested question of whether, to what extent, and how disinformation impacts
audiences, such as by changing their beliefs or voting behaviours.

Instead, this report focuses on the activities and goals of threat actors and how Al may
provide those threat actors uplifts in capabilities or efficiency. As part of this, we take a broad
view of the types of impact that disinformation can have on audiences, involving not just the
change of beliefs and voting behaviours, but also distraction, confusion, harassment, and
suppression. We therefore review the potential impact of Al on threat actors seeking to
achieve this broad set of impacts.

As a result, this report should not be taken as an argument for or against the degree of impact
of disinformation in general, or Al-enabled disinformation in particular, on audiences.

Types of activities

As part of our goal to review a wide range of activities, we include activities on both ends of
the spectrum of sophistication of activities (see Figure 1). On one end we can position
sophisticated influence operations, campaigns that target audiences with content often
across many channels and many years, to influence an audience’s perspectives to achieve a
strategic goal. On the other end are the casual, spontaneous, and one-off actions of
individuals, which could involve posting a deepfake with only a vague sense of purpose. This
report includes this wide set of activities in the assessment.

https://www.longtermresilience.org/
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Greater sophistication Lesser sophistication
Influence Casual one-off
operations events

Figure 1: A visualisation of our scope, which aims to capture the uplift for the full range of actor
sophistication

Types of content

It is rightly the subject of intense public debate what should and should not be defined as
disinformation compared with acceptable political discourse. What for some is perceived as
untrue or hateful and worthy of censorship, for others is a justified expression of a valid
political view that demands protection. We do not seek to take a position in this debate, but
rather seek to capture the full range of potentially relevant capability uplifts for a wide range
of content.

Lesser legitimacy Greater legitimacy

lllegal Legal but divisive
interference or hateful content

Figure 2: A visualisation of our scope of content, ranging from illegal content to legal but divisive or
hateful content.

Method

Following NCSC’s approach, we have assessed the potential uplift offered by Al in the near
term (2 years) to each capability and actor. To conduct this assessment, we have drawn on i) a
review of academic literature, civil society reports and news investigations [1- 75], ii) expert
consultation, and iii) professional experience in countering disinformation. In doing so, we
have sought to capture consensus of the professional field, and flag where there is
disagreement.

Limitations

Despite the range of sources we draw on, we cannot attain a complete picture of the threat,
as: i) we review a limited portion of the available evidence, which theoretically includes
thousands of sources that is constantly growing, though we believe our sample to be
representative following expert consultation; ii) the threat is changing and by nature involves
experimentation and innovation; iii) we cannot access classified intelligence (which may limit
access to some information about state actors); iv) some threat actors’ operations are by
nature secretive, and can involve attempts to inflate the perception of their capability.

We therefore position our judgements about the uplift in capability for threat actors in
probabilistic terms, using terms such as “likely” specifically in reference to the PHIA
probability yardstick (see diagram below).

https://www.longtermresilience.org/
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Figure 3: A visualisation of the Professional Heads of Intelligence Assessment (PHIA) probability
yardstick, which is used in intelligence assessments to denote degrees of certainty.
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Key findings

1. Al will likely lead to uplifts for multiple disinformation threat actors and threat
capabilities, with the biggest uplifts for low-resourced actors rather than highly
capable states. High-resourced actors are likely to gain uplifts in the cost-efficiency of
their existing efforts [56], with some potential for new and improved capabilities.
However, due to their existing ability to employ human workers at low cost to produce
content [60], this uplift is limited in scope. The uplift will likely be higher for
low-resourced actors (see Box 1), due to lower previous capabilities for producing and
experimenting with audiovisual content. What’s more, low-resourced actors may
achieve greater impact with Al than better resourced actors, possibly due to better
understanding of the UK’s cultural and political context. For example, domestic
networks have arguably had greater success in deploying deepfakes in the UK (see
Boxes 3 and 4) than highly capable states. It would therefore be a mistake to limit an
understanding of Al-enabled disinformation to the activity of highly capable states.

Box 1: Disinformation threat actors

In this report, we assess five threat actors, which are likely to be uplifted by Al to differing
extents and in different ways. These profiles are designed to enable a more granular
analysis of how Al will alter the behaviour of threat actors.

Higher resources Lower resources

Capable states
and firms

Highly capable
states

Domestic Lone Jokers
networks programmers

States that have
the most mature
disinformation
capabilities and
biggest resources

Less capable
states supported
by ‘dark PR’
services, and
commercial firms

Organised, Experts that create Individuals that
domestic networks and share spread
that disinformation resources that disinformation for
for political goals spread fun, for example
and to sell disinformation by producing
products (e.g. open source deepfakes
models)

motivated by
financial goals

1. Highly capable states have the most mature disinformation capabilities, and are
driven by political goals such as undermining adversaries. They have large, skilled
human workforces, employing up to 600 people [3], and in the case of People’s
Republic of China are estimated to have billions of dollars of funding [69].
Examples include campaigns administered by Russia’s Internet Research Agency,
such as ‘Secondary Infektion’, which unfolded across six years and 300 sites and
platforms [50].

https://www.longtermresilience.org/
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2. Capable states and firms have less mature capabilities and fewer (but still
considerable) resources, and are either driven by the political goals of states that
are often supported by ‘disinformation-for-hire’ firms, or by the financial goals of
businesses also using those firms. Examples include the Philippines government’s
use of ‘dark PR’ firms [40].

3. Domestic networks include mainstream and fringe political parties and groups.
They tend to be driven by political goals such as winning elections or financial
goals such as selling health supplements. They tend to be medium- to
lower-resourced actors. Examples include the English Defence League’s deepfake
that targeted London Mayor Sadig Khan [63], and the Republican National
Committee (RNC)’s deepfake of Joe Biden in its campaign materials [48].

4. Lone programmers refer to individuals with technical skills that experiment with
open source foundation models for various research purposes that may have
effects on the disinformation threat. While often not maliciously motivated, lone
programmers may create capabilities that can be exploited by threat actors. For
example, one programmer fine-tuned an open source foundation model with data
from 4chan to create an Al-driven bot that mass produced hate speech. This tool
was then downloaded 1,400 times by other actors [41].

5. Jokers refer to actors that operate alone, often for personal gain such as social
recognition or for fun or satire. They have no resources other than themselves, and
tend to have minimal Al capabilities. As a threat actor, they should be understood
in the aggregate: though a given individual may have a small likelihood of creating
a threat, the likelihood is much higher for thousands of individuals (or more).
Examples include the construction worker that created a viral deepfake of Pope
Francis in a puffer jacket [10], and the researcher and campaigner that created
deepfakes of Donald Trump being arrested [11].

2. As Al reduces costs of content production, it will likely make the business of
disinformation more cost-effective, leading to a greater number of actors engaging
in more diverse contexts, such as finance. While content production is not an existing
bottleneck for sophisticated actors [45, 35], Al could generate cost savings of up to
70% for the high-resourced actors [57], and possibly more for lower-resourced actors
that do not have access to cheap labour. It is a realistic possibility that reduction in
costs will entice greater numbers of threat actors, including profit-driven
‘disinformation-for-hire’ firms, to participate in disinformation by lowering the barrier to
entry, continuing (and possibly amplifying) an existing trend of significant growth in this
market [40, 20]. It is also likely that offensive uplifts will compound if there are greater
numbers of offensive actors collaborating, such as by amplifying each other and
sharing insights. This could also lead to a proliferation of targets, as businesses sell

https://www.longtermresilience.org/
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services to a wider range of clients. Some targets will be relevant to national security,
such as banks [18] and which could in future also include energy, pharmaceuticals and
telecommunications actors. One report finds that “[tlechniques born in conflict zones
are now being deployed in the financial world ... [sJoon, every bank will be a target”
[18]. Examples include the group that sought to sabotage and short Credit Suisse with
Reddit bots before its collapse [18], the impersonation of corporate executives [23, 24],
and extorting finance workers with deepfaked sexual material [22].

Box 2: Disinformation threat capabilities

To capture the full range of capabilities for which Al may provide an uplift, we have
synthesised several ‘kill chains’ for disinformation [29, 30, 31, 32] which document the
various activities that may be involved in delivering a disinformation operation.

These capabilities will not always apply or be necessary, since not all actors deploy

sophisticated influence operations. They are instead designed to map a wide range of
possible uplifts.

Analysis — the use of Al to help understand audiences, the effectiveness of messages,
and pre-existing social divisions and grievances (“social fissures”) that are relevant to
target audiences, e.g. divides over the transition to Net Zero.

Strategy and messaging — the use of Al to help devise a strategy for embedding
narratives that leverage social fissures within a susceptible audience to achieve a goal,
e.g. seeding the narrative that “the transition to Net Zero is unaffordable” in Eastern
European countries.

Coordination — the use of Al to help administer a campaign to deliver a strategy,
manage social media accounts, react to live events, train recruits, commission
agencies and influencers, etc.

Content creation — the use of Al to help create content that conceals its origin and is
compelling to the target audience, including indiscriminate “spray and pray” across
multiple sites, targeted content such as harassment, tailored content for specific
audiences, and distortions of online fora such as newspaper comment sections.

Dissemination — the use of Al to help distribute content to desired audiences, such as
by building followings of social media accounts, deploying social media bots, creating
viral content that spreads organically, or gaining coverage in mainstream news.

Evaluation — the use of Al to help understand what is and isn’t working in campaigns,
and feeding this back into content and targeting (e.g. analysis of A/B tests of posts
across multiple Instagram accounts using engagement metrics).

https://www.longtermresilience.org/
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3. For low-resourced actors, Al offers the significant uplift of enabling actors to create
cheap multimedia content for the first time, such as videos and cartoons, and
experiment with new messaging and techniques. This is partly due to the ability to
generate hyper-realistic deepfakes that lie about specific events. However, potentially
more important is non-realistic content, such as cartoons, stock imagery and articles
that can be used to post engaging content that can build audiences and frame
disinformation narratives in more effective ways, and also quickly respond to live
events with original, bespoke content.? In the aggregate, domestic networks and
jokers may have a higher likelihood of deploying high-impact content, including but
not limited to deepfakes, at critical moments (e.g. during election cycles).

4. For high-resourced actors (e.g. states), there will be some uplifts in their ability to
create content at lower cost, and some new tools such as deepfakes, but this only
adds a few new tools to an already very large toolbox [15, 53]. Uplift is likely to apply
to support existing techniques, such as generating profile pictures for bots [4],
creating audio components for videos [2], translating news articles [4, 16], creating
deepfakes [7, 54], improving forgeries [4], and trolling and harassing public figures [4,
39]. While states are likely to experiment with deepfakes, they are very unlikely to
provide a reliably successful technique (see Box 4). If Al can deliver cost-savings
compared to cheap human labour (which could be as high as a 70% cost reduction
[56]) there may be a greater number of states operating a greater number of
disinformation campaigns as they become more affordable with support from private
firms.

5. Al will enable new disinformation techniques, such as audio deepfakes and
chatbots, but due to their novelty their impact remains unproven. New techniques
include but are not limited to: i) audio deepfakes, a novel tactic that has been used in
the UK (e.g. to misrepresent the Leader of the Opposition Keir Starmer [74]); ii) Al
chatbots used to spread disinformation, such as the one built by the far-right social
media platform Gab, which has the explicit goal of promoting disinformation narratives
such as climate change being a scam and the US 2020 election being rigged [73]; and
iii) fake consultation responses and letters to MPs and legislators designed to distort
civic processes [39, 71]. However, as novel techniques, their impact is yet to be
evidenced (for example, chatbots may simply provide an echo chamber that reflects
users’ pre-existing beliefs rather than changing them). Additionally, new defensive
mitigations are likely to emerge to mitigate some of these techniques (for example,
government consultations may eventually require technical guarantees that
respondents are human and UK residents).

6. ltis likely that Al will aid threat actors’ ability to understand their audiences and
how social media platforms moderate content (i.e. the ‘attack surface’), because
they can post cheap content to test how audiences and companies respond. Threat
actors’ ability to produce cheap, customisable content is likely to provide fast insights

8 a behaviour that has also been seen in terrorist groups’ use of Al-generated content [70]
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about various targets of a disinformation campaign: i) to understand audiences, threat
actors could (for example) use Al to write an article arguing a message in the style of a
writer popular with a target audience, and test whether it resonates, and use that
insight to iterate and optimise its framing; ii) to understand platform moderation, threat
actors could post cheap, Al-generated content to understand how effective social
media platforms’ content moderation efforts are in practice, and how to design
‘borderline’ content that is almost violative but will not be censored; iii) to understand
social fissures (the political tensions that actors can exploit with their messaging),
actors can test messages to see which fissures best trigger audience conflict [4].

Box 3: Domestic networks can cheaply experiment with audiovisual content and risk
“serious disorder” (finding #4).

In November 2023, a fringe network associated with the English Defence League, a
far-right political network in the UK, disseminated a deepfake audio clip of London Mayor
Sadig Khan which falsely portrayed him as saying “l don't give a flying s*** about the
Remembrance weekend”. The video was shared by the fringe network on TikTok and other
platforms. Sadiq Khan later said the deepfake almost led to “serious disorder” [63].

Find related content
—_—

Please everybody repost this
W Get him out | ¥

Will this get back to
the media and
government. ?

Londoners. .

Figure 4: A screengrab of the deepfake that falsely depicted the London Mayor

The case study shows how deepfakes can be cheaply created and disseminated by
domestic networks. This can help to seed narratives, and well as build threat actors’
understanding of what works.

Timing, political context and dissemination are essential to the impact of deepfakes like
this, and are significantly more challenging than the act of creating the content.
Nonetheless, with many more participating actors, and during moments of heightened
tension, a high-impact deepfake is more likely to occur.

https://www.longtermresilience.org/
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7. ltis likely that disseminating content to desired audiences will remain a key
bottleneck for threat actors [55, 35, 45], though it is possible that Al will address
this bottleneck with Al-driven bots. Dissemination is a bottleneck because
irrespective of how much content actors can produce, they must get it in front of their
target audience who must also pay attention to it [45]. However, Al models may
enhance dissemination by directing botnets (large networks of bots) that behave
indistinguishably from humans and can build organic audiences, providing new
dissemination channels. There is evidence of this capability already in deployment [44,
41, 64], though it is not clear to what effect. Bots may remain in their own ‘fake echo
chambers’ [64], failing to gain engagement except from other bots. However, it is a
realistic possibility they could achieve impact in other ways, such as through flooding
hashtags with irrelevant information. Due to its potential to solve a bottleneck, this
technique should be closely monitored as Al advances.

Box 4: It may be easy to create deepfakes, but it is not easy to disseminate them
(finding #7)

In February 2023, a report found that a pro-CCP state influence operation produced a
number of deepfakes showing false news broadcasts under the fake news organisation
‘Wolf News’ [54]. They were likely created using a commercial service called Synthesia,
which is available from $30 per month.

Despite these deepfakes being easy to produce, none received more than 300 views,
“reflecting this actor’s long-standing challenges in producing convincing political content
that generates authentic online engagement” [54].

Figure 5: Example deepfakes from pro-CCP Spamouflage campaign
The case study illustrates that even if Al provides an uplift in content production, this does

not equate to dissemination and therefore impact. Content must also be disseminated to a
target audience that is susceptible to its messages to be impactful.

https://www.longtermresilience.org/
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8. ltis a realistic possibility that Al will increase the persuasiveness of content with
hyper-tailoring for precise audiences, and even for specific individuals, though the
evidence for this is still emerging. Hyper-tailoring® could enable sophisticated actors
to design text, images, video and audio for precise demographics (e.g. married
women over 50 living in Labour constituencies), and optimised for engagement or
persuasion. Persuasion is notoriously difficult [72], and evidence for the impact of
hyper-tailoring is still emerging, and may prove to be context-dependent, which could
reduce its impact. Nonetheless, there is some evidence for persuasive abilities of the
previous generation of Al models (e.g. GPT-3) [42]. And, even if effects are small,
marginal effects on an influential audience could have important political
consequences [45]. Future improvements of this capability could lead to content
optimised to influence individuals’ based on their unique interests derived from
publicly available or hacked data. It should therefore be closely monitored.

9. ltis likely that Al will enhance personalised harassment of public figures for
political goals, which will highly likely disproportionately target women. For
example, an Al tool was used to gather online material for personalised harassment of
Harvard President Professor Claudine Gay by a fringe network, contributing to her
resignation [66]. Over 90% of deepfakes are targeted at women [65], which can be
used to harass female politicians, journalists and other public figures, and drive them
out of public life [67, 68]. This is an important example of how Al-enabled
disinformation can cause impact outside of changing belief or voting behaviours.

10. Al will likely further undermine public confidence in information and democracy, a
‘social fissure’ that can be exploited by all threat actors to achieve their goals.
Social fissures — such as political tensions and wedge issues, or historical injustices
and grievances — are often essential to disinformation campaigns, which are more
effective at exploiting existing social vulnerabilities than attempting to create new
ones from scratch [33]. Al will likely exacerbate one social fissure in particular: public
anxiety about the integrity of democracy and the public sphere, and reduced
confidence in the reliability of information. There is growing evidence that the belief
that others are affected by disinformation can reduce confidence in democratic
integrity [46, 47, 62]. Any belief that ‘seeing is no longer believing’ is also likely to
benefit state actors seeking to sow discord and confusion. Further, because Al is a
matter of public concern, the use of Al in disinformation campaigns may help it gain
news coverage, which may further reduce societies’ satisfaction with democracy [62].
Finally, over-hyping the disinformation threat due to the role of Al may also exacerbate
this fissure and worsen the threat [75].

° By ‘hyper-tailoring’, we refer to the design of content for precise audiences; it is different to
hyper-targeting, which refers to the dissemination of content for precise audiences.
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Near-term uplifts (1-2 years)"

Highly capable states Capable states and firms Domestic networks Lone programmers Jokers

Analysis No uplift Minimal uplift
Not generally seeking to analyse Al likely to improve ability to test
audiences. messages to understand
audiences but unlikely to be
systematic.
Strategy and Minimal uplift No uplift
messaging Al likely to aid with some activities such as ideation, but activities will still require significant human Not working to a strategic plan
oversight and judgement. Messaging likely to remain set by strategic objectives.
Coordination Minimal uplift No uplift
Al likely to aid with some activities such as scripts, but it is unlikely to significantly enhance the Not coordinating other actors or activities

coordination of people and activities.

Content
creation

No uplift No uplift

Al unlikely to offer domestic actors Unlikely to have the resources or
improved dissemination skills to use Al for distribution.

capabilities.

Dissemination

Evaluation Minimal uplift No uplift No uplift
It is a realistic possibility that Al will be used to analyse Not evaluating to enhance their Jokers are likely to remain
performance data of campaigns, but this remains speculative, and deceptiveness. opportunistic and lack the means

evaluation is a challenge for disinformation actors even with the
advent of big data.

and motivation to perform
systematic evaluation.

'© Assessments based on synthesis of evidence [1-75] and expert interviews
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Potential mid-term uplifts (3-5 years)

Based on this analysis, we can make some judgments about how future Al advancements will
alter the threat from disinformation. These are not intended as predictions, but as guides for
those thinking about how novel capabilities from the next generation of Al models could be
misused by disinformation actors. We believe these scenarios range from remote to realistic
possibilities (i.e. 50% or lower likelihood of occurring).

Anxieties about Al could lead to significant dissatisfaction with democracy, leading
to a major social fissure that can be exploited by threat actors. The effect will be
higher if there is a significant increase in the belief that Al is affecting democracies,
and low confidence in one’s own and others’ ability to make accurate judgements.
This could lead to a ‘you can’t believe anything’ attitude, that could then undermine
democratic participation and the perceived legitimacy of elections.

Al botnets could autonomously generate content, post to multiple channels, and
build authentic audiences to achieve an end goal. This would represent a significant
change to disinformation campaigns, insofar as campaigns could be operated
autonomously at a greater scale that lowers operational costs and improves
dissemination. There is some evidence of early attempts to achieve this capability [44],
but a more reliable and significant uplift would require significant advances in agentic
capability and model reliability. It would also require social media platforms to fail to
prevent and detect such misuse of their systems.

Al models could create extremely persuasive content. This would mean that Al can
go further than introduce cost efficiencies and scale into content production, and
instead manipulate opinion in novel ways. Persuasion is difficult, and attention remains
a limited resource that many actors are competing for (e.g. advertisers), but effects
could be more significant in certain contexts for certain audiences with sufficient
personal data.

Al models could accurately simulate an audience’s responses to messages. This
capability would be significant not just because it would provide audience insights to
threat actors, but also because it would mean that threat actors would not need to
post content to get feedback on messages, reducing the amount of online traces of
their behaviour. This could confer an offensive advantage to threat actors, because
defensive actors would lack as many online traces to detect them.

Al models could help access and analyse data for the personalisation of
disinformation for individuals. This may take the form of personalised harassment
(e.g. finding sensitive information about individuals and targeting messages at them to
trigger vulnerabilities) or messaging (e.g. framing messages in ways that may be
particularly likely to appeal to individual characteristics). Even if this was only effective
in a minority of cases but for a sufficiently influential target audience, the tactic could
potentially have a significant impact.
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Key recommendations

Drawing on the likely uplifts we have identified, and potential mid-term uplifts, we
recommend that the UK Government take the following steps.

1. Target threat actors where they are most vulnerable

Develop mitigations that restrict threat actors’ dissemination channels, as this is
a limited resource where threat actors can be ‘choked’. This is because while Al
will help threat actors create disinformation, Al does not significantly improve the
ability to disseminate it to desired audiences, meaning this remains a choke point
and therefore one of the most effective ways of inhibiting Al-enabled disinformation
threat actors. Restricting dissemination channels could involve:

o Restricting the misuse of digital advertising, e.g. by working with international
partners to i) create a consistent definition for ‘political advertising’ for social
media companies, to support comparisons between platforms’ policies and
establishment of norms; ii) develop standards for protecting digital
advertising from misuse, such as requiring proof of residence to advertise
during election periods;

o Restricting the misuse of social media accounts (e.g. bots), e.g. by: i)
launching a challenge prize for the development of privacy-preserving
methods of ‘proof of personhood’, so that accounts can reliably signal when
they are run by real humans without compromising anonymity where it is
needed; ii) improving sharing of threat indicators and threats between
counter-disinformation services and social media companies to aid the
identification of deceptive and violative networks of accounts so that they
can be removed by social media companies.

o Restricting viral disinformation, e.g. by encouraging social media platforms to
apply warnings to suspected deceptive Al-generated content (e.g.
deepfakes) and/or limit its spread during times of heightened vulnerability
(e.g. elections) even when they have not been conclusively proven to be
Al-generated, since this may take many days by which point the harm wiill
have already been caused.

Lead the coordination of international standards to prevent the misuse of
commercially available Al tools, such as using them to generate deepfakes of
public figures during elections. Commercial tools (e.g. Midjourney) remain the
cheapest and often most attractive type of Al tool for threat actors, including the
highest-resourced. For example, a Chinese Communist Party-affiliated campaign
created deepfakes using Synthesia, a UK-based company that costs as little as $30
per month. The UK Government should focus efforts on addressing this type of
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misuse. This could involve:

o Coordinating international discussions on standards for preventing the
misuse of generative Al for disinformation, such as protections against the
generation of fake imagery of electoral candidates during election periods.
This could be conducted through existing disinformation-focused forums or
future Al Safety Summits. Standards should seek to balance mitigating
misuse while also protecting positive use cases such as satire and art.

o Convening victims of Al-enabled harassment, particularly public figures that
have been or could be driven from pubilic life such as with deepfakes, with
an emphasis upon the gendered dimension of this disinformation technique,
to understand what types of safeguards on Al models or other type of
intervention could be implemented to prevent their misuse for this purpose.

o Developing processes or creating forums for disinformation experts to share
threat insights and indicators with Al companies to inform the development
of safeguards (e.g. ‘block lists’ that block prompts related to emerging
disinformation narratives).

2. Support defensive actors to tackle disinformation

Convene UK businesses that investigate and counter disinformation operations
to nurture this market, identify opportunities to support its growth (e.g. challenge
funds), and share information about threats. Examples of these businesses are
Valent Projects, ActiveFence, Logically.Al, and the Center for Information Resilience.
There is an opportunity to build on the success of the Safety Technology Innovation
Network and support a market of private actors able to counter a growing economy
of Al-enabled ‘disinformation-for-hire’ businesses. There are likely to be low-cost
interventions and support that DSIT can provide these services, and threat insights
that can be shared by these services with social media companies which may
require the UK Government’s convening power.

Convene the full spectrum of defensive actors (those able to mitigate the
disinformation threat) and coordinate mitigations when a threat is identified (e.g.
a new model with highly persuasive capabilities). Defensive actors are likely to
include Al companies, social media platforms, counter-disinformation services and
Government departments. This coordination function should be stood up when a
new capability is discovered that has a significant impact on a threat actor, so that
relevant actors can understand its impact on the threat and their policy areas or
technical systems, and identify appropriate mitigations so that DSIT has a full picture
of the threat mitigation — a holistic approach that we describe as a
‘whole-of-defence’ response.

3. Build capacity to monitor how this threat continues to evolve
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e Create a horizon-scanning function in the Department for Science, Innovation
and Technology (DSIT) to identify new Al capabilities that could enhance threat
actors, using a threat model (a framework of threat actors and their resources and
motivations) such as the one used in this report. It should focus on i) foreseeable
new capabilities (e.g. those we detail in ‘Potential mid-term uplifts (3-5 years)’); ii)
newly announced capabilities (e.g. OpenAl’s public announcements of Sora and
Voice Engine in 2024); iii) incidents (e.g. the use of deepfakes in Spamouflage
campaign that exploited a UK-based Al service; see Box 4); and iv) newly identified
capabilities by the UK Al Safety Institute.this report).

e Commission further research to understand how Al is likely to alter the
disinformation threat in future, particularly on:

o the persuasiveness of Al models, as this represents a potential significant
uplift, for which there is growing evidence base that would benefit from
being synthesised for a government audience.

o the effect of LLMs on disinformation-for-hire businesses, particularly through
lowering costs and therefore the barrier to entry. This could involve updating
previous research that only provides data up to 2020 [40, 20], and therefore
does not take into account the effects of LLMs on this business model.

o the impact of Al on the UK public’s confidence in their own and others’ ability
to make informed judgements, as this will provide an important indicator of
the impact of Al on trust in public information. This could involve the
development of survey metrics to monitor this chronic risk over time.
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